& ChatGPT

AlSERET Th—RR1 BFREICHZDD—EhE
I [Ep#es] AISHEEEIETN—R XIIREIC ? RRD

#< ER UERET

Executive Summary

ABEOHRLEREIF. DRDERICEVET ERDELSICHD FT,

BEVWETILTIE, HEREENEHS IcDICABDFEETHA LLERM L “HEEMBIR N\ — 2
ZORFHMARTH>TWVWS, LH L. RITRFE - AV TF X MNEE - 18R - K5I - B2 -
KGREZBS ‘O RXTLEN-RR"BREBICHRZET3D. I—J Y MHRIERTHE
HICEIS IZLEERICE S, 1

CHud. 2026FIB ICHRVIEEROEIEME LN EDEESLTVET, D OIFEBEOHOMRILZ. Kirill
Brilliantov. Alejandro Hernandez-Cano. Emmanuel Abbé iZ& % How Much of a Harness Does a Strong
Agent Need for Autonomous ML Engineering? T9, BEfiZEld. A—D70O> 7« 7LM. E—/N\—RF7J T
7. E—ERFETHE TS . MLE (Machine Learning Engineering) # X2 Tld. #&EAK - HHT—
SIVbh cEREA T I3 ZEREEFEN—XIN B—0®HB 1T T -k

MMalenal Z#EHNICEESHBVWEWSHEREZRELTULET, EEBHSH. lcoding-agent post-
training ', ERN—RZADFEETE I TV scaffolding ZXE L TWA T8 £k LTRRL
TWFEY, !

LA L. COERE TN—RXARBHSIESRL] E—MRIETBDIFERD TI. HIH4BFIDFIFAZE Beyond
the Model IZ. 10EF /L. 3BEDOYV 7 h VT 7IERYFI—U T, SWERDERM L NTEETIERVE
TILIFEEHN— ZDOFEHNE NG 2—H. ProgramBench*GitTaskBench® & 5 UKRS ) 2%
WSHABHRZITIE. BOETILDIESHEELN—RXAZERATEZIRAPHI I RLEL
NanoHarnessi&Qwen3.7-Max T+7.377R -1 > . DeepSeek-V4-ProT+6.217R1 > FEE L TWVWE T, 2

T 510 20265F10A O Finding the Right Fit (366D €7 I)L X /N— R X8R ZFHE L. ETIVBELEDHDH
N=RRICEL>THEETS & ERLE L7, Terminal-Bench 4Tid. Claudeh*GPT% OpenHands ET7.94
RA Y EERIZ—FH. PIN—XTIZI230.167R1 > FFEID F Lo DFDMREISEMA

Performance / f(Model) =

Tl <,

Performance = f(Model, Harness, Task, Budget, Environment)

& HEEFRAEZSOTEXZRENHBDET, 3

ZEMICDOWTIE, &I T SICEAETY, 20265 DHarnessRiskTld. BILETILTHN—RRZER B
[TTHERNZELVAEULZEDLZFALHD. 214 TRSHOEE EDEBHAEEE SN E LI, CapScope
Tl ERHFHEZETILOTAY T TIFR R MIN—RITEITI L. FATNCEEHDZH)
YEDRITH33-47/T5EIN53/T5EIEF TR T L F Lice THUE. HERIER - YO PRy O X - 530 - BEEZE
FILO TEBE) [CRIREETIIVWHIRBRVWC e 2 RIIEEICEERRIETY, 4


https://chatgpt.com/?utm_src=deep-research-pdf
https://chatgpt.com/?utm_src=deep-research-pdf
https://arxiv.org/abs/2609.40303?utm_source=chatgpt.com
https://arxiv.org/abs/2609.32459
https://arxiv.org/abs/2610.00917?utm_source=chatgpt.com
https://arxiv.org/abs/2609.08371

L7eht > T 2026510826 BR R DORH ZH 3 iEmISRDED T,

ITN=RZXAFRE] 3F, D TN—RXADEREHEDL B 132

HRATW aREEDY S L\G)tat\ BWETILIC TETEZZ-5EZEN T T I -V Y b ZHER-F|D
I—JxY bHMEFL 21 D <H X S ENEEHBIRY scaffoldingTd, — A THRZ. HZWIIEEMHIET
DI, execution runtime, toolinterface. context/state management. permissions. sandboxing‘

verification, logging. recovery. cost controlT9, CNIIBEBEEHNEF TEERLTD TLEHERT
H O £7, MAfileciteBturnofileOE 5

BE DX

Cats|

REHE EROEE

RBHINEE NS> XU) 7 MEScripsy.applc K3 BEEIEFEILTHD.
raceXAIJ 793?:55673‘73%?55{% u'—"of_)\

TDEPV4Pros TJ.Di-A-

ENFET, UTTRIZFEBEHTIIHRL<, BEIEZFFLE

RALARTAZTERBH L TEEL. BETRAXDBEZTVWE T, HfileciteturnofileO

532 FEOANZR - Fik [RELER &1 D 5T
ERIE TN—RXAFEATAIDROATHKR EHo 2024FDSWE-agentR & TIE1 > & —
00:00- IBICEND] EZBZSNTE/A, 2026 TI—REEHARETHMREEEZEATW E—
00:32 FEMCBRDOEFRAOERNEHZBLILCE  FH. 20265F(ICIFRVET )L TRADRO NG
Ao BIENERE R, 6
T E o N \B h_ = o
BOAITIE, WAL Ty FiEECE e c2i5. B Bash-capable T 7L T
0032 ki E s Ty sig | TIIEY — L& DBashFOIF5AYEIR T
oror L O PRSI FSEUEOBENB B, ffLERRTIIE—
- ° BRIETERL, 7
2026F9H30H. Alejandro Hernandez-
01:01- CanoSHEEMLEZIAZ. BH/N\—x $SEF Mo Brilliantov, Herndndez-Cano,
01:40 2 ¥ read/write/bash/fxdminimal Abbé. EPFL/Apple®Hfigs, !
agentZz A U8 \LLM TLEBR,
BICRETETIIERESN—RXCERE FIFFEHRXEHD. FHXD Tcurrent MLE
01:40-  HEBAMHAERL. EFILEBEDEANE  benchmarks) ICHTEZRE L. HEHRHIPAR
02:12 BREREofo ff2L TRAITN—RAR Y FI—25RAEEN %A % limitations TEA
2] CIFEERELTVLAL, 5. 8
9H26HDMAETIFIOET I ZHLE., &
1 N ASETE Tt 52 LA N\ —
02:12- E:E’Ji\71,\IETL5t:ET\}l«?_§§}\(éE2:/\ KEHH. Beyond the Model D EE#E:R% IERE
02:50 FRAMRHIMENT BH. BEER FBOLTWE, o
’ repository-wide task CIFEEVWETIL T - °
HREEHNED,
B 7
02:50- NanoHarnessh' 3.7 modely T :',Fjultu DDeDeOSiEeLI; ;:;£:i2321¥:X:137f
03:19  +7.37. TDEPV4Proj T+6.21. e = P ' °
MTEN—RZANRE] E—HEDICET.
03:19- BUNLEBRERELIBAEZDEETARE $5EBHo Fan et al. An Empirical Study of
03:48 9H1THOFmX M 4ETIL X 1765% /"E’&J:t Harness Design for Coding Agents, 11

o


https://arxiv.org/abs/2605.27922
https://arxiv.org/abs/2405.15793?utm_source=chatgpt.com
https://arxiv.org/abs/2609.20804
https://arxiv.org/abs/2609.40303?utm_source=chatgpt.com
https://arxiv.org/abs/2609.40303
https://arxiv.org/abs/2609.32459
https://arxiv.org/abs/2609.32459?utm_source=chatgpt.com
https://arxiv.org/abs/2609.20804?utm_source=chatgpt.com

iS22

BEOAR - 5k

[REER SR DT

03:48-
04:24

04:24-
04:48

04:48-
05:32

05:32-
05:58

05:58-
06:25

06:25-
06:57

06:57-
07:33

07:33-
07:54

07:54-
08:28

N—2R%Z THIgeZ By 32tEAH &
MZRIIRITIEZIERE] ILRITFEN
F, BashzfEX 3 ETI/LICIFHAD ZAtool
T & D BffiZicommand environment
NEWRHZENH B,

BUWET /L TldplanningldfBEm LELD
JX MHERICE <o context
managementi¥memory/context limit
IC&BRMZHST-DEE,

FtCursor® [J. Di-A-Cats] h'\ &i&

FaceXAll T. Efl/\—= XlZcoding
intelligenceZ ZL AL EIF <R o7
CEEL. LB

Katzld. ZNTHN—XIE TROMHLSE
D70>T7471 ZHRCFRIECER,

rem A LUAICagentfEZEDI0%H PCH
TEITENB1 EFH.

file#®fE. permission. long-term state
IFETILORIBERIT TIFBRT I AL,
EHATEHTIRIREEENDE,

A DBEI3EEworkflowDFERH
5. &=/NEdDexecution environment&
verification® 52 % Z EABITT %o

HEE%= 18 5B RIscaffoldingldiH X B
ZNREN—RZXL2EDEDHD TR,

REN—FXAIEETILEES - 2RV - &
BIC&>TZED D, minimal harness#%
REIMES S HBDERE,

HEDOFRE=BREICHEITSH

BIFISEIEOEIE, B4 (EFanetal DIER & —
. Bash-capable®7F /L Tldbash-only
interfaceBERHDEIR b 7

FERXDOEBERRE—H. 12

A¥idJediah Katz 55 ETE %, Al Engineer
NRRT P2 — )L TIEEEIE “Engineer, Agent
Harness, SpaceX Super Intelligence”, Cursorid
2026588148 (CSpaceXICBINE#o. 13

EEENC—, coding-specific tricksi&ET )L
ICIRIRSNTH. FTLWLWETESZREL<
runtime. coordination. Z24IFEd WS E
R, 14

KatzAADFAE L THERBTE SN RIDEH
DERTIFHRL, 15

IRTE Dsecuritybfizs L 38 < A, permission
enforcement*°state persistenceld BB Y7 /\ —
FREH, 16

2026F DREEAEN 58T 5 FIEM R EREHE
#o 7o LERETHRTNICEERITIZR

W 17

AHEDORHEERRE, 21 MLD TR
E?7) KDEXILIFZHICEE,
EfileciteEturnofileOE

BHFHEROBK L BH—HT iR, EFILX
N=FZAXZRY DAL ER, 1

BEIFRERIICIE TN—XIFER) Z/OTVETH RRICE=DDELZEZERALBVI EHE

ETY

E—0HElE BRVETILTIXMEERHBIE scaffoldingDffifEN FH 31 TS, ZHNIF2026FEDMLES KT
coding-agentfiZZ TH AR DB T IN TV EJ, searchtree. planner/executor? @, iBE|Zmulti-agent
orchestration. FEE IC#liH L itool abstractiona E'iE. €T ILBEHESR - debug - tool useZ 1T X 3B A
BMAZEANE D > DFEHRICHES>FTEDLET, 19


https://arxiv.org/abs/2609.20804
https://arxiv.org/abs/2609.20804
https://ai.engineer/nyc/2026/schedule?utm_source=chatgpt.com
https://aietalks.com/talks/smarter-models-killed-the-harness-heres-whats-left?utm_source=chatgpt.com
https://www.qabash.com/bash-tv/57660?utm_source=chatgpt.com
https://arxiv.org/abs/2609.08371
https://arxiv.org/abs/2609.40303?utm_source=chatgpt.com
https://arxiv.org/abs/2610.00917?utm_source=chatgpt.com
https://arxiv.org/abs/2609.40303

FZOmEIE TminimalinterfaceDEFSHHEICRLI TY, ChIFZRFEINEFH AL repository-wide
generation® B BEEAX XU Tld. structured tools. task-specific subagents. #}&Btask stateZx EHMKIAL L
TREHML LD HBDET, 2

F=OWER TRITN—FXZDHDOHERE] TY, CNIFREQIHMDSIFBHEREICEEINE T, V—ILD
247, #EBR. sandbox. state. audit. recoveryx ETFIDEHIEIFTTRIRTEZCIETEY. BEHFEAD
ERZ N T 208 X7 LISYIER - SHRENICHERL DS TY, Harness-Bench® /\—= X % context,
tools. state. constraints. permissions. tracing. recovery= BT 23X TLBEEHZELTVWEY, 2

5| R - AVIDFFE L R

BE D=2 DAY

9H30H DRI, Kirill Brilliantov. Alejandro Hernandez-Cano. Emmanuel AbbéiZ &3 How Much of a

Harness Does a Strong Agent Need for Autonomous ML Engineering?. arXiv:2609.40303TCY, FrEIZEPFL
CAppleT. FWXICIF—EBEAIED Apple TD A > 2 —YrhIZfTON e bERINTVE T, BETIE
lAlejandro Hernandez-Cano’s team) ERIBETNTVFITH RELIF3BOHEMFRTY, !

FFZE R IEMLE-bench% Fuly & § % BEMachine Learning EngineeringT9, OpenCodev1.15.6% +&Y&
L. %agentiCA100 80GB GPUX 1, 12 CPU cores. 144GBRAMZ 5 X. backbone. hardware. wall-clock
budgetZ=H X TLHE L TV EF, HHEfS1EILhuman leaderboardiZX} 9 % mean percentile. X4 /LS
£, self-selected submission & oracle selection®#Z 7% £ T. macro averagelZld95% bootstrap confidence
intervalz HLVCTWE T, 8

Z DERX Dminimal baselineh*MalenaTd, HERDMLE/N—F XD & S IZsearch treeXEFIsubagent® %
AL E T, BE—Dcoding-agent session|filesystem. J— R3EfT. submission/system/jobsZF D) #k
DprimitiveZEE L £ 9, R TIE. BHOARITHKEIL chat completionZEMiIcA— AL —>3>F 3
J¥l TREL ETLBRIKIPAIIVERITRIREERMOE R e SELCE L, 8

—F. WXBEENMDABDEELERZEVTULET, EERBROMLE-benchid/fEKaggle competitionH3R7%:
@ Tpretraining contamination D EIEEMN H D, EE I code similarity’®Z & NatureBench THEM L TLVE
T FHEBRIERITE IR bR I=Dseed BN 3-4IRE THREHMREAICER D H D multi-agent
coordinationt FREM ZRablation|CB £ D £9, TS5ICEEMalenalcid 3 F a—= VI E0IERTESL E
EMlimitation L TEARESNTWET, 8

9H26H M/ IEHaichuan Hu. Quanjun Zhang. ShengchengYu. Zhifei Chen. Tianyu Luo. Chunrong
Fang. Zhenyu Chen. LiangXiaolZ & % Beyond the Model: Demystifying Harness Effects in Software
Engineering Agents. arXiv:2609.32459T9, f X4 7 —4 TldNanjing University of Science and
Technology. Technical University of Munich. Nanjing University®FiBHRTIINTUWET, 22

C DEAZEIEmIni-SWE-agent¥ OpenCode & L\ S XHRAIR DD /N\—R ZIZ. QwenR5E T /L +DeepSeekH
587 /. BFF10ETILEHAEHE. SWE-bench Pro. ProgramBench. GitTaskBench®3%Ei TLE& L %
L7z & 5ICmini-SWE-agent EICNanoHarnessz 5 L. tool registry. context compression. explicit
planning. subagents. lazy skills%{&5!(CablationLTWE ¥, 9

CIHHSBEONBZEBRERIE MEMTOMAIXERTIFLLY W5 ETY, SWE-benchProd & 51(C
B HIworkflow A BEIE S Tifzissue repair T, 3BV ETILIZF Y OpenCodeDBMFIZELEBNLET, T3
HProgramBench® & 5 2+ OH' 5 Drepository generation*GitTaskBench® & 5 %% Bfrepository
operationTld. BWETIIHEMELRN—XRZT LA EFICHATEZ7—XNH D £7, NanoHarness2EB
ADIEQwen3.7-Max%+7.37. DeepSeek-V4-Prox+6.217R1 > hRELE LT, 2


https://arxiv.org/abs/2609.32459
https://arxiv.org/abs/2605.27922
https://arxiv.org/abs/2609.40303?utm_source=chatgpt.com
https://arxiv.org/abs/2609.40303
https://arxiv.org/abs/2609.40303
https://arxiv.org/abs/2609.40303
https://arxiv.org/abs/2609.32459?utm_source=chatgpt.com
https://arxiv.org/abs/2609.32459
https://arxiv.org/abs/2609.32459

98 17TH®D®XIFRuUNn-Ze Fan. Zihao Zhang. Simin Ma. Yebowen Hu. Shouju Wang. Kaigiang Song.
Fei Liu. Hamed Zamani. Xiaoyang WangiZ &% An Empirical Study of Harness Design for Coding
Agents. arXiv:2609.20804 T, FRfE& X # 7 —4& TlZUMass Amherst. Emory University. UNC Charlotte.
Zoom Video CommunicationsEN' R TE 9, 2

C C Tl&execution loopZEIZE L. planning. action space. context management®&#%=Z . 4E7 /).
SWE-Bench Verified & Terminal-Bench 2.1, §176Mmatched settingsZ FARTWE 9, #EamIEH A D REHY
T. context managementidcontext windowHh I kWMEFLEE, planningld§g LV EF )L Tldaccuracy
scaffold7=H'3 WV E T IL Tl EICcost saver. predefined toolsidBashhEFEHRETILICIZFHC A Bashic
BUOETILTlEbash-only interfaceDIF S HRMBETHI TL Tz 12

Jediah Katzi33h

g [J.Di-A-Cats) (3. Jediah KatzDEFERH I X L IZIFEETE £ 9, KatzidCursorTagent harness
ICH#ED D, 2026548 DCursor AT RS Continually improving our agent harness % Stefan HeuleX 1 L
F L7 £ Tl #HL Wrontier modelZ EICN—XXZ ETILD5RA - BICEDE THAEL. ACETFIL
THEAN—RAATIFLDES, B, BEHICHDI AR INTVET, Thid TH—RXIFEELE)
EWVWSBEREICN T 5. AABRICLIFPEBELRIETY, 2

20265F8H 14H I CursoridERICSpaceXICEUIXE N K LTco Al Engineer NYCORR X7 ¥ 2 —JL TldKatzd
FrE - 1&8%I3 Engineer, Agent Harness, SpaceX Super Intelligence t R RSN TW3 70, BE S X
21 7 b®D TaceXAll IESpaceXAl/SpaceXE DL ZREBH L LD EAHBDNEATI, >

Katz®s&E R 1 b JLIE Smarter Models Killed the Harness. Here's What's Left SR TE £ 9, € TDE
RIFBELDZ27>ZADHD. Tcoding intelligenceZ# 5 R IZETIILICIRIRI N TV D,
infrastructure, trust/security. efficiency. XD{LE#EIE% B < execution layer& L TN—FR X 35%

31 tW5HDTY, Fz TenAUAICagent workdD90%h laptopATRITEIND1 CWSHEEDRRTE
FIH. TNIIKatzDFFR TR TH > TERIAERTIEH D FHA. 26

T5ICKatzB B M2026F 18 DCursorR i Hid. ETIILHEL BB ICONT ITHRH S5 KEDcontextz 55
HIAL] OTIF%R <. BELcontextz ETILERICIER S Sdynamic context discoveryhEXIC i > 7c
CHEALTWET, 2FD TETIIHELL A3 IFEVHRLEZRZ1 CWH EBEOERICIE. RERLOEM
THHD FY, L2 tEAEE—T7 71I)Lt. BESE. MCP tool DEIMFAMAH— I FE I
N—RAKERET Y, 27

KREE - lRETETBVSIA

EESED 2026F10822BICUFIRBN Lc. N—R AR TRATHRLER T35 HNEOHRNEIETD
ME. COFBED RS VX)) T REFTIE—EICHETET A, HEfileciteBturnofileO

F7-Katzi#/ETIE. Pi. Codex. Claude CodeZED LLBAZE & Apple/EPFLERZTIC AN 7= & SEIBEXID S HERD
TEEIH. BERTIEFBEBDORADNREINTLERWVZD. EDOSWE-benchRIATZZEZS I L =MD
WTIHERBELTEDHNLLTYT, U


https://arxiv.org/abs/2609.20804?utm_source=chatgpt.com
https://arxiv.org/abs/2609.20804
https://cursor.com/ja/blog/continually-improving-agent-harness?utm_source=chatgpt.com
https://cursor.com/ja/blog/joining-spacex?utm_source=chatgpt.com
https://aietalks.com/talks/smarter-models-killed-the-harness-heres-whats-left?utm_source=chatgpt.com
https://cursor.com/ja/blog/dynamic-context-discovery?utm_source=chatgpt.com
https://aietalks.com/talks/smarter-models-killed-the-harness-heres-whats-left?utm_source=chatgpt.com

IN=RZAFE] FaDFHITAVIRIL

F9 Th—2R) 2ZBRAICHTIVENHD
FZMHREL T ARADERIE. EL Tharness) tWSEBTERZHDZIELTLWEHSTY, Harness-
Bench®E#& Tld/\—= Xidcontext. tools. state. constraints. permissions. tracing. recoveryZ .

ETIIVCRROBZMN T2 AT LELKRTY, 2

EHENICIIROZBICHIT B EERELP I ABDET,

BWETILT
& o HARTULD
FNBEHBHE FEFCoT. ElEplanner. searchtree. revieweragent. i HBDEXE
scaffolding Listep decomposition. % Mretrieval agent 3
1T - HipIB filesystem. shell. tool dispatcher. context/state. HRICKWL,
harness sandbox. permission. verification. logging. rollback CLB3EE®L

COBVWERICT B . BIEDZERIIRDESICHRD T,

HEBETNL

l

BHEY - AEENEY

|

SFT / RLHF / Agentic RL /
Tool-use post-training

l

| 3#UAgenticModel

l

umi/\—?é;:;féo‘(wt SHONEIT A= R

_— \\‘\\\
_ S~
7 T~
~
- -
~ l .

v/ v v RY v
TE EAN I5—HHNER WV —ILRIR FA - RE Filesystem / Bash / APIs Context / State Verification

T y J { y

S \ / — g l /

- T~ _— _— T —
g — —
= [ HiBR - Sandbox - Policy
EFTIVATBARIL ‘Gate

l

SRS~ ORTT

|

B5% - Rollback - Recovery

EBADE. FRTEESBEFIMCRINTE TS, TESREFANDOS AT LEEOEER VS Y
TF,


https://arxiv.org/abs/2605.27922
https://arxiv.org/abs/2609.40303

T7I)LERER LI B scaffoldingZ FEICT 5 DD

F—OERF B base-model capabilitydE ETd, BWEFILTIE MRERY TeHEL T3— RRE.
IRITHROFTARD ) MEE] Z5MUOT7O0 Z LNBERNICEIRT Z3HNENHD £ L7, SWE-agent®
2024FMETIE. BT ILAEIFICEREFT S NuizAgent-Computer Interfaceh'SWE-benchT©12.5% pass@1.
HumanEvalFix T87.7%% R L. interface designBEHNAZT BMEERTH B R LTWEL, 20

& CADMLERRZE Tld. 2026FE D 7 A 7 7 ET /LICfilesystem X execution primitivesz B 5 X 51217
T, EFILEENT—2ZRAR. A—FZEE ZTL. I7—ZHH BETBILSICH>TUVET, #BX
Tldchat® ¥ coding-agentIRIBEZ LB L. BEDRRDOMEEEZEH. €D _Eilsearch machineryz &£ T
HHERGREMABENESNELATL ., 8

BRET7ILIVILBHEEINTVET, ChainldBErinEzdE LElT. Greedyldvalidation scorefzim®
nodeZ RICFEU. UCBlidexploration/exploitationZ % L. Best-of-NIFMIIFHITEMEDIRL £, 24K
Mmatched budget TLEE 9 % & confidence intervalid K E < E#4 D, search topology DH D DRIRIZ/)
TLVEWSHEERT L. DEDb@Lagentlid. N—RXDEE T Bsearch policyz B9 Dtrajectory I TR
GMICBRLTVWA IR TEEd, 8

T3R8 - TANEDES

EFI/LEENM EIZE A B parametert&NTI3d D £ Ao, Hoffmanns dChinchillaffigtid. [ Ltraining
compute TH parameterf7Z 17X 3 D Tld % < training token# iz B ICEX § Z £ T 70BDChinchilla
$H280BDGopher®175BDGPT-3EZ LER R AV TLEEZ e ERLELTe CHIE TEDARZEVWETILY
&b Tcomputelc L TEYIBREDT—XTEELIEETIL) PEBETHZ L ERINRAI TS, 30

fef2L. Chinchillah'E# TN—RXXZFEICLTc) ERLEDIITRHD FHA. CZTORREFRIIHE
M T, training efficiency & data scalingh'BE#aeHZ S8 £DEDtool-use post-training L fHEH
T o7 HER. MEnidsMaloworkflow e LTEEL TWIEZ ETIILESIMTRZBEDNLHL ofc. CIBME
IRETY, MLEGRXEED Traw model sizek Dtool-use fluency*>coding-agent post-trainingh’' ZEEH 6
Ll CERLTVWET, 8

BEHMH D FHICLZ Y- IILFADORAEL

Toolformerld CDFRNZIERT 5 5 A CEELRFAITHIETY, ToolformeridDEddemonstrationh* 5. E
TILBEHAPIZ TWDl TEDLSIZ] BUHEIREANEEHCHEH DWICEY. ASY—ILERZETIL
MDbehaviorlZ#&HAHE LTce DEDAEAEA Sharnessfilic TZ DiFEcalculatorz MRy EWVWTWE/IL—
Wz, —EIFETILAIDpolicy\BE 2 e 2R SR LIHZETY, 31

ReAct®. reasoning trace & environment actionZRXEIC{T5 C & T, ERZ—EIOERTIEHR TEX3
S>{TE->HR->EXET] W Sagent loopDE#MEZRL £ L7 ALFWorldX¥WebShop TIZRERD
imitation/RLR—X Z 1 V K D KIBICEWVWEIIERZREL TVWET, MDD TUIT S LizloopBEH prompt/
harness engineering xR T L e b’ BRIEILEHKDinteraction pattern% post-training T E T ILNABEEZEFE
TEZAMEICE - TWVWEY, 2

RLHF - instruction tuning - Agentic RL

InstructGPTI. ARddemonstrationiZ &k 3SFT. preference comparison. RLHFZ#AAEHHE 3 Z & T
13BETFIL TSI X ABFME_E17T5BGPT-3&L DiFENZ 7 —XZRLF LTce EEADIIparameterf 7=+ T
B, TAE®DIERICESiESh Zpost-trainingd 3 Z X BidHbehaviorz KIBICEZZ L WS R T,

88


https://arxiv.org/abs/2405.15793?utm_source=chatgpt.com
https://arxiv.org/abs/2609.40303
https://arxiv.org/abs/2609.40303
https://arxiv.org/abs/2203.15556?utm_source=chatgpt.com
https://arxiv.org/abs/2609.40303
https://arxiv.org/abs/2302.04761?utm_source=chatgpt.com
https://arxiv.org/abs/2210.03629?utm_source=chatgpt.com
https://arxiv.org/abs/2203.02155?utm_source=chatgpt.com

ChzagentiCHiiRd 2 L. tool calls. &L trajectory. error recovery. planning. environment feedback
EEUREFEEHAEEICAD £9, 20265 DAgent Lightning v1.0i&. deploy-time harness  trainer% 73 &
L Tagentic RLZ{TL\. #FREH TIEQwen3.5-9BMSWE-bench Verified i % 41.8h 556.4N\14.67R1 > b 2K
ELTUWEY, Thid TharnessiCEWVWTULWIRZE W trainingZ @ L TET )Lpolicy~#8d1 WS A
BHERBISEATWVWSIHITY, 34

L7 ->T BiED TETILA BB EERAIAATL] WS ERICIFFMTARIBIAH D £9, 772 LMLES
X . post-traininghtharnessz BAT= & W5 5B IdRIEE A DER#ER TIEA < hypothesisfz L BHZE L T
WX J, DeepSeek V4RFITpost-trainingh'18 X e R#&ARIF  coding-agentIRIBEDFZE DN A ZT LW WS R
HARERRIZH D £IH. training recipez e IZcontrolled LIcRRRETIEHD FEA. 8

rggzBashh'B>1 OFYHDER

Fanetal. DFERIE TtoollFARE] L WSEKTIEH D FHA. IEREICIE. Bashz+2BE TS ETILIC.
read_file , grep, edit, run_test D& S5 HAEDIFHtoolschemaziEd & D, EEN L shellRiE%E
EBL. ETILEASICAY Y FEHEASDHEESEZIESHEEI OTABBEESHH I VS LT, BHLE
FIL Tl (Cpredefined toolsHEFIT LIz 7

Cfidsoftware engineering THFICELIZL P T WHE T, ShelldBLICIERBICKRITANE < grep. find.
sed. git. compiler. testrunnerEZEMTE £, LA >TEVETILIZE T T00EDEK%Etool %
BZx31 & T—oDAAprogramming environmentZ 1S 51 IZ5HBRICHRZ ML HD F£F, —
FH.RE BRIV REEOLSICHINZRIEZEEBICERINIRIZETIE. ALRFEZZOEFE
RAY3DIEEERTT, ERERIIR\ATEILLZLLDERFLEHS5TY, 35

AVTFAMERIE THIEE) TRESERERICES

Fan et al. Tldcontext windowh i < 7 3 |Z X context managementIRIAE < A& D, EHFRIIHRT
DHDZEEL T35 &L Dcontext overflowlC &k BKME#TS & T LT, Fcrule-based elision%z 5&ic
TV, ZOHBMBERSLLM summarizationd 3 ARDNRMTL e 7

CursorOEERHRE LCAMATTY, Jediah Katz5 (3. REfEagentTldcontextNEKRICH B 18, HELRIER
T ZERICO— R L. MCP tool definitionFH M EREITHRAADHRAZEHTWVET, Cnid MRVLE

TIEDPBN—RZARE] TlE%HR< BOWETILELISTE. N—RRIHELLHBEFETIE% < resource
managementAiZ3 L WS TY, 36

& - FRSE - R
LAUPENEDB LERDEDS

FEVWETILIREN—RIMRINET V] EWSEBEIL, FEDbenchmark distributioniZ &z L £ 95
Beyond the Model I&E SICCDE%ZRLTED. localized issue repairTld/\—R REDEL—A.
repository generation® & BfE4X X ¥ Tldstructured tool use’task-specific subagentsh B TL Tz 9

20265 10A DFinding the Right Fitid & 51258 VLWRHFI T, 4D Dconfigurable harness. 5E€7 )L 3RV F
< — 7 |Znative Codex/Claudet&mf % i1 2. 7266 configurations. 6,204 trajectoriesZ N3 . ETILIEMLA
N—RRATCICRELEF L. T TREETIL+RNN—2 ] NEENRER TIERL<. ETILL
N—2ZXDcompatibility iz L 7= EHMTHD e zrmLFd, 3

F 1cSet-shifting Behavioral Test Tld. v 3 ViERT T DtoolHMEFETE 20 ZENCEET B L.
agentiIVHDIEN TcroutinelCEE I 3R Z R L £ L7 tool presentationDfEF 7213 THrouting


https://arxiv.org/abs/2608.17528?utm_source=chatgpt.com
https://arxiv.org/abs/2609.40303
https://arxiv.org/abs/2609.20804
https://arxiv.org/abs/2609.08371
https://arxiv.org/abs/2609.20804
https://cursor.com/ja/blog/improved-token-efficiency?utm_source=chatgpt.com
https://arxiv.org/abs/2609.32459
https://arxiv.org/abs/2610.00917?utm_source=chatgpt.com

behaviorh’Z{t L £ 9, CHuiddistribution shift FTld. BWETILTH TUFIS £< Wo 79781 ICEEL
SBLWVWSEETY,

Prompt Injectionl3ETILD &) 7ZIFTIEHIFEWL

InjecAgentlid1,054 test cases. 17 user tools. 62 attacker tools% F\L 7zindirect prompt injection
benchmarkT. ReAct-prompted GPT-4TH24% D7 — XA THRBICHEHB L > e RE L F Lo HEMSE
Bt B CRINEIFETSICEMLEL . 38

Agent Security Benchl310> 7 1) 7. 400 0Dtools. 13 LLM backbones. #790,000 test casesz LV T,
system prompt. userinput. tooluse. memory retrieval D ZELMEICHEIFEHDEFE L. FHMEL -KBDRS
Fi9attack success rateld84.30%IZEL e E HRELTULWET, 39

AgentDojoH 97 DIFEMuser tasks & 629 security test casesZz LY. email. e-banking. travel booking%
Mtool-using agentTld. WEH AL THEREHH D, indirect prompt injection\NDFEL A FHEILE L W C
CERLTWEY,

CNENEKRTZDIE. TETIH+HREL BhIE. BEHSIHMT—2 LIEL % system authorityz BE)
MICR7T 31 CHIfRFT B3RS VWS 28T,

1ERISprompt TIZB K RITETHEBIIANE

CDEERHEAICT Y 2026FEM 3T Authority Is Not a StringT¥, CapScopeld #Fa]1 # BAEE
promptiCE < O TId7 <. trusted inputhH Stask-wide authority ceilingZfED . typed capabilityz host
sideTRIFL. FtoolcallERITRIICHE L F¥, 3

5 Python tasks X 5 injection surfaces X 4 authorization conditions X 3 trials. &51+300 runsT. BED
ambient authority/global policy TIZiEA & Nifzeffecth'33-47/T5EIRITETNI=DICXT L. CapScope Tl
3/75T L 7z. tasksuccessid68/75T. mbHiEL\baselined72/T5 L MVIKEEHEIFLTVET, 4

C CICIFERIC—RIBERETRAINH D £ 9,
ETVIR TTBZRETS1 EHICL. T8%Z TFFIT 31 EEHICIELEV,

ETIINORBEN LA >TH. least privilege. capability separation. sandbox. rate limits. transaction
limits. approval boundariesid# & TenforcegRE T, CapScopeBHH I 5FHcapabilityDEH
£ TIEBIF I, policy design & sandboxingh’ BliEH B BAEEL TWEF, 35

HarnessRiskh'd ISR

HarnessRiski&. Configuration. Capability Extension. Runtime Operation. State Persistence. Action
Control. Incident RecoveryM6E%F&IZ128 sandboxed casesZ A& L. 3 harnesses. 6 language models.
14 model-harness configurationsZ#ANE L 7c. #E1ZIFUtility. Attack Success Rate. Persistence.
DetectionTd, %

BRIFEETY, Utilityh'75.0-97.6% L WM H I M1 5§ ASRIZ12.6-80.9% F THHL E L7 BL
GLM-5.2T+H0penClawTTIFASR 54.7%. NanobotTl&12.6% THI4.3fEDETY, F/zrisk detectionh*90%
ZHBX TULWTHREEEDattack execution M +ZHIEI S A WERDH D £ LT DED.

el e MLz / TRERGERES Lah =T


https://arxiv.org/abs/2607.13396?utm_source=chatgpt.com
https://arxiv.org/abs/2403.02691?utm_source=chatgpt.com
https://arxiv.org/abs/2410.02644?utm_source=chatgpt.com
https://arxiv.org/abs/2406.13352?utm_source=chatgpt.com
https://arxiv.org/abs/2609.08371
https://arxiv.org/abs/2609.08371
https://arxiv.org/abs/2609.08371
https://arxiv.org/abs/2608.17597

WS ZETY, 4

L7eh>T TEDBVWETFILASZLYIMHEESNE1 CWSHRIIHIIL £8A. 5858 Cenforcement
(FRIBEETY,

REFIKRE « XEVIIMKAL LTHE

REfagentTlE. E7T/ILO—[EDcontext windowlC£BEZRIFIT2DIEOAR b MBEOBEE THL <&
b £9, 2026FDLongHorizon-Harnessid. task state% execution contextD S BRAVICERIF L«
Manager-Execute-Audit loop TERIEN SIRIE S NI BRI EstateART 2 ARz REL £ LT
Qwen3.7-Plus%WeaveBench©51.8%h 580.7%. Terminal-Bench 2.1 T69.7%h 577.2%A2ZE L.
Claude Opus 4.7THOSWorld subset#20.0%H 534 3%AHE L e RELTWET, #

ChiSBED MEMABMEEMBIERS T CVWOERICHTIEEREET. REF XV TIIT L 3state®
EFIIANNexternalized 3 Z EHEWHRIBENHD £9,

2026ZF Mreview Externalization in LLM Agents . memoryldtemporal state. skillsidprocedural
expertise. protocolsidinteraction structurez A &B{t L. harness engineeringMZn S ZMET 3B L E
BLTWET, DEDREOMTHERICIE. T2BETILRBARINGT 21 AaE EREOT-DICHAE
T AROEADEEL. REAZRLTVWSEM/ETY, 4

aAXb - HFTD TN=XFE) I3 RH

MEERLEDSBV=/N\—RIHDEME] ZIFBRD FEA. planninghB8VETILDaccuracyZzIiFL A Y
LEIF<TH. token/costz FIFBBELHD FI, 7

& 5|CBetter Harnesses, Smaller Models I3 AMDERZTR L TWLWE Y, TDDbusiness-oriented agent
tasks. 3D Msmall-model familyT. failure trajectoriesh 5/\—% X% BENEIL S 5 L 21F16HTER
IC2E L. THHTIESLM-LLM gap% |ZIFIB&. REBDSLMIER I frontier LLM performance®89.7%% 1 hH
4%NDIR FTEMRLE LT DEDN—FXI|Ctask regularityZB 3L T, hEVETFILERALLTS
WS BRENHBRORIILEd, 4

L=t > T TREETI/ILEE X IEharness engineeringld FE| r WS HIErIZ. BRI M EEELTUVE
ED

fmi2 - A LOME

I—2 1> hHlemailiZfS. deployment. payment. credentiali@fE. 7—FHI7% CIREHF OO T
17513, RIFFOTEIZELR D ME-EEl 15 TREDIEE] ICEDHD F9, HarnessRiskh!
Action Control. Persistence. Incident RecoveryZJhif L 7=safety phase L TS DIFZD/=H T,

4

A CagentD 7@ % % 52025 survey® . T2 BERagentiCiEhallucination. #3task T Dreliability. &
£ - RELDriskh’ 5% 3 7=, ARDfeedback. control. orchestration’ $2#&3AT human-agent systems
ZEELRAAMC LTEELTVWEY, 4

LD 2T &YX UBEETD minimal harness) IEminimal safetyz Zk L TIEWT EH Ao

10


https://arxiv.org/abs/2608.17597
https://arxiv.org/abs/2608.01964?utm_source=chatgpt.com
https://arxiv.org/abs/2604.08224?utm_source=chatgpt.com
https://arxiv.org/abs/2609.20804
https://arxiv.org/abs/2607.08938?utm_source=chatgpt.com
https://arxiv.org/abs/2608.17597
https://arxiv.org/abs/2505.00753?utm_source=chatgpt.com

AR OER L E 21—

LUTI32026FE10826HE R T, COEREHIRT 35 A TRICEERHEE [N—RIXAFREFD
7l IN—RZAMBEFD | ZFHLTUBELEZHDTY, EHEEIIBYXOEBEZEALEHDOTIEHR,
DEWVICH L TEDIREEENT. YDiEE controlledZElD r WS KL KR— b EOFHMET S,

SN

% 255 w0E  FE-28 rEER A COfR
FEEE / BRSR
How Much of a frontier codine-agent . RHERE
Harness Does Brilliantov coding MLE-bench/ envirfnmgent B 7=72L
a Strong Agent , . agentTI3#E  NatureBench. E— . MLERRC
Hernandez- HERRME, .
Need for MEMLE backbone + hardware - preprint.
Cano, . . . ZDLEDEM
Autonomous , harness®i&  time. search/multi- o seed#q -
Abbé, 2026 . . BBICEER .
ML ki ERYN agent ablation B L contamination
\
Engineering? Tn e FICRF, !
SWE repairT
IFFEVWETIL
1 X 2 —_
harnessshs hggz;zl: X 3 SE EXab-= =TS mo FED—
Beyond the Huetal, & benchmarks open-ended iRtz EHE
Model 2026 model X task NanoHarnes; task TIE3E L E922EMH
&7 . EFILDHE "o 9
component ablation =
+7.37/+6.21pp
planning|Z§§
.. component EFIT -
An Empirical C L DffifiE 4 models. 176 matched  accuracy. 3 " c.ontrollec[
Study of o ) — ablation, 772
Fanetal., HETILEE settings. SWE-Bench EFILT .
Harness . . L4ETI -
) 2026 77 + context Verified / Terminal- cost, Bash-
Design for 2benchmark,
Coding Azents budget TZ& Bench 2.1 capable "
gAg h3 model Ti&
bash-only&%f
_ harnessic & B EFIL-
ﬂﬁ‘ﬁ i
E;ﬂ?eﬁ 66 configurations. 4 D EFILIEN N—2Z
Finding the Lietal., harnessid % harnesses X5 models+ HAEEL, interaction\
Right Fit 2026 < pairin 7,; native agents. 3 Claudevs GPT  DIFEICERE
EI?E & benchmarks EH+7.94H05  BYEEHL,
-30.16\ preprint, 3
RETDIE completion
model&ifh proczss Y B~ BU
< : kfl
Harness- Yao et al., Tl 106 sandboxed tasks. efficiency. vl/or“ OW%S?
Bench 2026 model- 5,194 trajectories failureh® e i
harnesstE rormesegs | PERHBWT
C LTHEE [EiL, 48
2 i % < ZH) AN

INRE

11


https://arxiv.org/abs/2609.40303?utm_source=chatgpt.com
https://arxiv.org/abs/2609.32459
https://arxiv.org/abs/2609.20804?utm_source=chatgpt.com
https://arxiv.org/abs/2610.00917?utm_source=chatgpt.com
https://arxiv.org/abs/2605.27922

AHRTORE

B EZE - DE 5 - R FEE
34 EE-F b ESR FiE-ER EiER w8 /RS
harness~\
16/2120%&. — <
Better task . 6/21% . m~, RF
7 business tasks X 3 best SLMA'
Harnesses, Yangetal,  structure% . a HEADEVR
SLM families. B&h LLM4BED .
Smaller 2026 9 /B . %, routine
e harness adaptation 89.7%%Z4%1 -
Models ETILEZR I taskAid, 46
fliIcfEZ S
b~
DY DR MemGPTLt AN
Harness as a Lietal primitive7= invoke DAHZZET S +8%h D ¥ primitive] &
Language / 2026 N 1T THEM minimal framework. %8, ACELL TN
JAZ workflow% StuLife/AppWorld +4%TEIOR Tharnesst?
RIWTES ~ Al Tlda
Lo 49
HAtask T m~H, RY
. SfitaskT Manager-Execute- WeaveBench w~, B
LongHorizon- Maetal., I35 EBtask _ task A DL
. Audit. #E#benchmark/ 51.8—80.7 N
Harness 2026 state+audit _ K. #FL L
e model NN .
=R preprint, 44
security Bo ACM
Bouras authorityz SIGPLAN LMPL
Authority Is Dai ’ model 300 runs. prompt attack 260 FREILN
Not a String / Me;htaev context Tl injection X authorization  execution33- & W hsecurity
CapScope 2026 ’ % < hostfdl &M 47/75—3/75 mechanismA
capability T DEREAHEA
BEITARE M, 50
agent safety B~H, L&
oy j’\""‘ E\l o
l&model T ASR 12.6- AN g =i
. &% < 128 cases. 3 ) sandbox
. Baietal., 80.9%. high
HarnessRisk 2026 model- harnesses. 6 models. utilityTH benchmarkT
harness 14 configs unsa}f/e EERZDH
lifecycle2fk DTIFHEL,
DOME 51
taozlr;lt‘;';g ReACtGPT-4H o /N\—FX
Zhan et al ingdirect 24908 eR ZEEOTR
InjecAgent 2004 N rompt 1,054 cases. 30 agents In. @&t NxRFl. €T
ﬁ'\ject?ont‘ attackTE 5 LRI
- LE 2024, 38
. ICE1k 0

12


https://arxiv.org/abs/2607.08938?utm_source=chatgpt.com
https://arxiv.org/abs/2609.26891?utm_source=chatgpt.com
https://arxiv.org/abs/2608.01964?utm_source=chatgpt.com
https://arxiv.org/abs/2609.08371
https://arxiv.org/abs/2608.17597
https://arxiv.org/abs/2403.02691?utm_source=chatgpt.com

X EE5-5  AOIE Fik - £28 IBRE 5w COfR

FEE /RR

agenti#1{tid

weights7Z7 parametric

TH< capability h~&, L
Externalization Zhouetal, oM"Y/ _ externalized  Ea-—¥LT
in LLM Agents 2026 skills/ systems-level review infrastructure  [LULWAYMERIRA

protocols/ dDco- REEETIIR

harness~\® evolutionz® L\, 45

NAEBETH b1

ED

C DB SEDIIDIE. TN—XZAPER] & TFER] OMTEHNEERDSFELTWLWSDIFTIEEL
EWSHTY,

HMRBERIZT LS. ROLSBUFETRES®EMEZTLTVE D,

Permissions

/—b Persistent state

o 25 LBHarnessH B ificati
E —— > Verification

\» Audit / Recovery

MEMRNEAEAgGent ——>

BNETIL

FOETIL \ Cost / Runtime / Cloud
\ SRR A B, Bash / Files / Simple agent EFILESHIER - debug

loop

Planner / Tool
ZonscaffoldinghFE  ——>  abstractions / Workflow
priors

DEDETIVEEENENZIZE TESEZESHEHZD) ON—RRITHELBRBZ—FH. agenthERHFEAHBZIFE
MIZRITLTEVD « AHRBICES /=D ZRETEIN-RRBELHS. CLWSZTHRADENLTY,

52

#aom & RBEMITHE - FBY—2
REET N—3ZAFE LEX3D

BEHEIX TVWWZ1 TY,

L DFEREICIE.

13


https://arxiv.org/abs/2604.08224?utm_source=chatgpt.com
https://arxiv.org/abs/2609.40303

r&7%:., tool-use post-trainingBEHETILE. & <IEBEINIEY XU Dcoding/MLES
RVICESIBE. HEREEHZ BT 3R Liscaffoldingld KIBICHIETE 3.

ETRPRDBEHLEIRIERPHD £9, 53
LDl
Fagent harness2{&Z D RIT 3.

WS IMBEESIFTRIEHD T A T LA2026FEDAZTELIE. permissions. state. context.
verification. security. recoveryZx &z &€ /\—=x Xh'agent systemDEEEL Z2ME RIS EATI L
ERLTWVWEY, 54

LA > TEES A MLD TN—RRIFFEIC? 1 AOFRDHIEIE.

FEIBEMHBIE LTO“BEVWN—R R IIBOBICFEICED DDH B, LI L. BT - BE2EBrLTON—
ZARFARTHD. agentOHEMDEFBIFLTLLAFEICHB]

T

Minimal harnesshSIBRYIC %k B &4

ROEHHIEIFRSHEICIE. TEHRagent frameworkZ Bl D, &L agent loopART | EBRICIEH AR D
BIEENDHD £,

EFILAITIE. tooluse + coding « multi-turn recoveryiZ DWT+493post-training S Nz38WETILTH 3
o ARUITIZworkflowh LELERIBERI T, local feedbackhV&E< . BENEHMERIAET. Bash/filesystem®
& S %A AiInterface TRIDTE % Z & WIBAITIZ 9% context/time budgeth'® D, KB L THsandbox
NTPHEEZI L, TLTRLATIIABAOFAIELREERZE R Y. RIEMRZ test/verifier THIMAT
ICREECEZCCHEETY,

BB, PRBE S M7zrepositoryATO O — REIE. benchmark EOMLE. sandboxRDT— X EFTY,

EXiC. payment. credential. deployment. AFEDB. X—JLiXfE. EABR. EEAMREEZELRR
2. untrusted webpages/documentsZ&FH& % X 7. #EE~HBIZK3long-horizon work. persistent

memory. multi-agent delegation. KX Ddistribution shift%z f# 5 &ETld. execution/safety harness%
HIBHEHLIZH D FE A, 55

RBEMITHE

. TfeaturezB91 &b Tlablation L TiEd1 ZIEHEIZT S, Planner. reviewer, subagent.
memory. tool wrapperz—29 D% L. [El—model « [—budget - Fl—task Caccuracy. cost.
latencyZ AIE T DRI TT, ETILHRL G o7 bHHLscaffoldingzF&d . token costIEERH
WD %M HD £9, 56

HEIZ 9" model X harness X task DTS 5. [GPTRIEH S, [ClaudeR=H56) CE

FILAREITTEHEE 9. Bitharness t Ttask-specificevalZ175 R ETY, 2026FEMETIXELE
TILDIBAMNN—F A TRELTWET, 18

14


https://arxiv.org/abs/2609.40303?utm_source=chatgpt.com
https://arxiv.org/abs/2605.27922
https://arxiv.org/abs/2609.40303
https://arxiv.org/abs/2608.17597
https://arxiv.org/abs/2609.20804
https://arxiv.org/abs/2610.00917?utm_source=chatgpt.com

cETFIIICIFABNTRREHOEVWRITEREZ5 X, BBdI3I%< 5, CodingTikBash/filesystem®
& S %simple primitiveh' B TH. OSIER X TEFIRICTZ e ZEKL £t A, TinterfaceldB
fli. authoritylZleast privilege; N2 % L W& TY, 7

- permission * sandbox - policy enforcement% prompticEt %L, Tool callZETILHIREL T
B, KITEFAIXhostfilcapability/policy engine THIE L. high-impact actioniZ IXBMAEEZ B N
ETY, 35

« REAQ X Tldcontext2Ep% EFILICEESDHIA F 4, Durable state. artifact. test result.
decision logZ EFILAMIEIF L. BERFTS (Fcontext NRE §ERETDIE S Hitokensh=E - BEEMrHH
FITY, EEstatelTETILOBEEHETIZA < environmenth SIEEL TEFH T 3DHELLE T,

58

« RN FTH S BR2BIEEJICHRIB, Utility/successh*95% Thattack successh’im WBR IS TZTE
L £9, ASR. unauthorized side effects. persistence. risk detection. rollback success.
permission violationsZ i metricsy L TIHORNETY, 4

« TEFIDBEL B SREHIBOLHINSG] EEXHL, intelligence scaffolding & security
boundaryl3BI#ITY, FIEIFETIABARNAETH. BEZETIHDEREINLBSICDEBN
EmechanismTRITNITEKRDH D A, 50

AEEZ ESFHET ZRED

BEIEZM MLEITR2 e =23 FIILTTDA. AXEIBMIBETY, [ TIRTON—RIDNFE
CIFE>TVWARWLD Maskik > THERHMEDH S Tcontext management*execution foundation35% 3 J

T#ERR - state « safetyld ETJLENBEIS I TIZERTET AL CEDERELTED. RERMNAFRITITERXD
FEIMSRILANTULEE A, HfileciteBturnofileOB

— B TEEIRERBDIE. TEFILDEBLLB2T>N—RAFRE] COWSERI M=) =D HAEHERLD
—BRRCRIINTVWBRTT, Brilliantovs OMBRNERERL-DIE. FHEDMLE benchmarks. FED
frontier backbones. matched budgetT. Billscaffolding®#HEAMEBRHNRIBVWETY, BEES
BoTfeh ICDWVWTDpost-trainingdiid&EE B & hypothesist fiE DT TWE T, 8

- TEFILHDEBIERZEFAATL £ W5 Jediah Katzddata-flywheeli®id. FEEICHEBN D H 2 EHEER
FTI A controlled causal experimentZDH D TIEdH D FH A, KatzBEDCursorRREEE D ERFIC
Mfrontier modelZ & ICharnessz A% T2 LA L ET AR - B - MFTWICH D] CBRTWB 8.
WDEFR%Z Tharness engineeringf® 7| CIBEET 2 DISEFRERFTAENTY, 60

RHIERAERAIE.

Agent engineering® bt TEFTILDIFE Z ARDworkflowT#HS5 C k1 »5. TETFIL
ICEHEZE5ZXDD. RIR - HiF - IR - BREZBEBICEE TSI L1 ABITLTWVWS

EWSHDTY,

hE ThA—RZRD3E1 &DH. N=RADL AV -3 L IRBVERIR EIERIZS A, 20265108 B sm D EEHL
ICBETY, ol

15


https://arxiv.org/abs/2609.20804
https://arxiv.org/abs/2609.08371
https://cursor.com/ja/blog/dynamic-context-discovery?utm_source=chatgpt.com
https://arxiv.org/abs/2608.17597
https://arxiv.org/abs/2609.08371
https://arxiv.org/abs/2609.40303
https://cursor.com/ja/blog/continually-improving-agent-harness?utm_source=chatgpt.com
https://arxiv.org/abs/2604.08224?utm_source=chatgpt.com

FEY-2

« Brilliantov, Hernandez-Cano, Abbé — How Much of a Harness Does a Strong Agent Need for
Autonomous ML Engineering?, ENBEOREE X&KL, EPFL/Apple. arXiv:2609.40303, !

+ Hu et al. — Beyond the Model: Demystifying Harness Effects in Software Engineering
Agents, 10E7 /L X3 benchmark. NanoHarness, arXiv:2609.32459, 10

+ Fan et al. — An Empirical Study of Harness Design for Coding Agents, 176 matched settingsic
& % planning/action/context®ablation, arXiv:2609.20804, 11

+ Li et al. — Finding the Right Fit: Model-Harness Interactions across Agent Tasks. 66
configurationsTmodel-harness interaction’z B AIE, 3

+Yao et al. — Harness-Bench, 106 tasks. 5,194 trajectories. model-harness&{ITDF % e
g, 62

+ Bouras, Dai, Mechtaev — Authority Is Not a String, capability-based authorizationzF\L\7z
prompt-injection¥&, ACM SIGPLAN LMPL 26, 50

+ Bai et al. — HarnessRisk. configuration*5incident recovery& Tagent harness® > 712
=Mz, 42

« CursorAFAFESLE — Jediah Katz5D TI—V 1y FN—RIAEMENICHET S, @IV T
FZMMEH] TREBOI—Y Y bERTICAEGE =0 U %3ROAL] . BB OKatzHE % IEF
TB5XCEERARNE—RER, 63

« Al Engineer 2 1&%R | Katzi#%E508% — KatzDFTE & & U Smarter Models Killed the Harness.
Here's What's Left DX BRFEES. 64

« Zhou et al. — Externalization in LLM Agents, memory. skills. protocols. harness®AER1L %
—HICEIE L 722026 L Ea—, 45

1 17 53 How Much of a Harness Does a Strong Agent Need for Autonomous ML Engineering?
https://arxiv.org/abs/2609.40303?utm_source=chatgpt.com

29 20 Beyond the Model: Demystifying Harness Effects in Software Engineering Agents
https://arxiv.org/abs/2609.32459

3 18 Finding the Right Fit: Model-Harness Interactions across Agent Tasks
https://arxiv.org/abs/2610.00917?utm_source=chatgpt.com

4 16 35 41 50 59 Authority Is Not a String: A Capability-Scoped Harness for Prompt-Injection-
Resistant Coding Agents
https://arxiv.org/abs/2609.08371

5 21 48 54 Harness-Bench: Measuring Harness Effects across Models in Realistic Agent Workflows
https://arxiv.org/abs/2605.27922

6 29 SWE-agent: Agent-Computer Interfaces Enable Automated Software Engineering
https://arxiv.org/abs/2405.15793?utm_source=chatgpt.com

7 12 56 57 An Empirical Study of Harness Design for Coding Agents
https://arxiv.org/abs/2609.20804

8 19 28 52 How Much of a Harness Does a Strong Agent Need for Autonomous ML Engineering?
https://arxiv.org/abs/2609.40303

10 22 Beyond the Model: Demystifying Harness Effects in Software Engineering Agents
https://arxiv.org/abs/2609.32459?utm_source=chatgpt.com

11 23 An Empirical Study of Harness Design for Coding Agents
https://arxiv.org/abs/2609.20804?utm_source=chatgpt.com
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13 64 Schedule | Al Engineer NYC 2026
https://ai.engineer/nyc/2026/schedule?utm_source=chatgpt.com

14 26 Smarter Models Killed the Harness. Here's What's Left | AIE Talks

https://aietalks.com/talks/smarter-models-killed-the-harness-heres-whats-left?utm_source=chatgpt.com

15 Smarter Models Killed the Harness. Here's What's Left — Jediah Katz, SpaceXAl — bash TV | QA Bash
https://www.gabash.com/bash-tv/57660?utm_source=chatgpt.com

24 60 638 T—I 1Y hN\—RIATHRGNICERET S - Cursor

https://cursor.com/ja/blog/continually-improving-agent-harness?utm_source=chatgpt.com

25 CursoridIRE. SpaceXd—ETY - Cursor

https://cursor.com/ja/blog/joining-spacex?utm_source=chatgpt.com

21 58 ERYO > T F X MMEH - Cursor

https://cursor.com/ja/blog/dynamic-context-discovery?utm_source=chatgpt.com

30 Training Compute-Optimal Large Language Models
https://arxiv.org/abs/2203.15556?utm_source=chatgpt.com

31 Toolformer: Language Models Can Teach Themselves to Use Tools
https://arxiv.org/abs/2302.04761?utm_source=chatgpt.com

32 ReAct: Synergizing Reasoning and Acting in Language Models
https://arxiv.org/abs/2210.03629?utm_source=chatgpt.com

33 Training language models to follow instructions with human feedback
https://arxiv.org/abs/2203.02155?utm_source=chatgpt.com

34 Agent Lightning v1.0: Towards Harnessed Agentic RL
https://arxiv.org/abs/2608.17528?utm_source=chatgpt.com

36 RO - > FERTICAITI =2 V%= DML - Cursor

https://cursor.com/ja/blog/improved-token-efficiency?utm_source=chatgpt.com

37 Set-shifting Behavioral Test for Harnessed Agents
https://arxiv.org/abs/2607.13396?utm_source=chatgpt.com

38 |njecAgent: Benchmarking Indirect Prompt Injections in Tool-Integrated Large Language Model
Agents
https://arxiv.org/abs/2403.02691?utm_source=chatgpt.com

39 Agent Security Bench (ASB): Formalizing and Benchmarking Attacks and Defenses in LLM-based
Agents
https://arxiv.org/abs/2410.02644?utm_source=chatgpt.com

40 AgentDojo: A Dynamic Environment to Evaluate Prompt Injection Attacks and Defenses for LLM Agents
https://arxiv.org/abs/2406.13352?utm_source=chatgpt.com

42 43 51 55 HarnessRisk: A Lifecycle-Oriented Benchmark for Agent Harness Safety
https://arxiv.org/abs/2608.17597

44 LongHorizon-Harness: Advancing Long-Horizon Agents for Real-World Tasks
https://arxiv.org/abs/2608.01964?utm_source=chatgpt.com

45 61 Externalization in LLM Agents: A Unified Review of Memory, Skills, Protocols and Harness
Engineering
https://arxiv.org/abs/2604.08224?utm_source=chatgpt.com
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46 Better Harnesses, Smaller Models: Building 90% Cheaper Agents via Automated Harness Adaptation
https://arxiv.org/abs/2607.08938?utm_source=chatgpt.com

47 A Survey on Large Language Model based Human-Agent Systems
https://arxiv.org/abs/2505.00753?utm_source=chatgpt.com

49 Harness as a Language: A Minimalist Agent Framework With Maximal Expressivity
https://arxiv.org/abs/2609.26891?utm_source=chatgpt.com

62 Harness-Bench: Measuring Harness Effects across Models in Realistic Agent Workflows
https://arxiv.org/abs/2605.27922?utm_source=chatgpt.com
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